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Abstract

Grid Computing is an emerging computer paradigm that in the future will be able
to offer users near limitless processing and storage capacity. The Computational
Grid has been compared in the past to the Power Grid, it is there as a utility; users
should only have to plug in their terminals to be able to get access to this vast pool
of processing and storage capacity, as well as being able to cooperate on solving
problems even if they are seperated by a vast geographical distance. Initiatives
such as Globus try to offer the tools to be able to build a Grid, and projects such as
the Virtual Laboratory for E-Science attempt to lay down the groundrules for Grid
systems that can bene�t the world of science.
Data visualization is the act of trying to convey information to the user in a natural
way, where tables of numbers can say very little, a picture can speak a thousand
words. One particular area of data visualization focuses on Virtual Reality. By
supplying to the user a virtual environment in which the data and data manipulation
tools are presented in a natural way, the user will get a better understanding of the
data he is viewing.
To combine these two worlds, Grid Computing and VR Data Visualization, is what
our focus has been. We have used and adapted during our researchapplications
such as Gromacs, a molecular dynamics simulation package, Koala, a co-allocation
Grid scheduler, and MolDRIVE, a VR data visualization toolkit. We have tried and
successfully integrated these components into a working system, where Molecular
Dynamics simulations are run in a distributed fashion while being visualized and
manipulated in a Virtual Environment.
During our researched we have delved into the possibilties of connecting aGrid
application to a visualization component, to see where the problems lie when it
comes to issues such as network and processing capacity. To this end we have
chosen the Molecular Dynamics package Gromacs to serve as our Grid application
and the MolDRIVE visualization package as the visualization component. In this
thesis we describe how we succesfully designed and implemented changes toboth
packages to be able to scale reasonably well to a large processor utilization, and
how we can relay and receive the data from the Grid application to the visualization
system.
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Chapter 1

Introduction

The world of science can be subdivided in many different ways, one ofwhich is
on what scale we look at things. We can have a macroscopical view of things, as
well as a microscopical. On the far end of the microscopical viewpoint we arrive at
the science that deals with molecules and atoms and all of the forces and energies
that bind and determine their macroscopic properties. One speci�c area, where the
science of physics, chemistry and biology meet, is that of molecular biology. The
understanding of the behavior of complex molecules such as enzymes and proteins
in the human body is of great importance to the study of diseases and disorders and
the development of remedies and treatments. While great advances have been made
over the years to study these molecular structures, it remains dif�cult to understand
how these structures interact, how they can be synthesized and how we can predict
their properties. One way to look at the behavior of these molecules is through
simulation and visualisation of the simulation results.

Simulating the behavior of enzymes and proteines requires great amounts ofcom-
putational power, due to the large number of atoms in the molecules as well as
the surrounding solvent and the complexity of the position, forces and energy level
calculations. As the processes that these molecules go through can take several
milliseconds in real life and the timesteps at which the simulation progresses are
on the scale of femtoseconds (10� 15s), simulating a complete cycle of one of these
molecules can take extremely long timeperiods. A way to reduce the time these
simulations take is to run the simulations in parallel, and in this thesis we will dis-
cuss the posibilities of running such simulations on a Grid environment. Another
technique to speed up the simulations is to run several replicas of the simulation
with different environmental parameters (such as temperature), this technique is
known as Replica Exchange Molecular Dynamics (REMD). For our experiments
we have used the molecular dynamics package Gromacs[21], which was �rst devel-
oped by the Department of Biophysical Chemistry of the University of Groningen,
and is still under ongoing development.
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Simulation is the �rst step of getting a better understanding of the behavior of
these molecules. Visualising the result and possibly being able to interact with the
simulation in real time is the second step. These visualisations can range from
simple graphs to intricate virtual reality represenations of the molecular structures
and secondary features, such as the forces and energies working inthe system.
In our experiments we have used the MolDRIVE molecular visualisation system,
developed by the Data Visualisation Group of Delft University of Technology[18].

The question we posed ourselves is how we can integrate the various existing sys-
tems, components, techniques and architectures into one balanced system. As a
basis for the integration of both the simulations and visualisations we have chosen
the idea of the virtual laboratory, which in turn relies on the services and techniques
used in Grid computing. We have chosen this approach since this researchis being
done within the context of the Virtual Labs for E-Science (VL-E) project.Problems
that we might face when combining an application that runs on a Grid environment
with a visualization system, are for example, network related issues such as band-
width and latency, and balancing the amount of simulation data generated and the
amount we can properly visualize using our single visualization system. For our
simulation purposes we have used the Distributed Asci Supercomputer 2 (DAS2),
with its Grid software support (Globus Middleware and the Koala scheduler). The
visualisation of the results was mainly performed at the Virtual Reality Laboratory
of the Delft Technical University, using the MolDRIVE system mentioned above.

In the second chapter of this thesis we will look at some aspects of molecular
dynamics simulations, the REMD technique, and the molecular dynamics simula-
tion package Gromacs. We will also discuss the visualisation of the results of such
simulations, the Virtual Reality visualisation application MolDRIVE, and some as-
pects of the computational Grid. In the third chapter we will discuss the designand
implementation details of the Replica Exchange technique used, the details of the
interaction between Gromacs and MolDRIVE, and we will have a discussion on the
implementation details of our own visualization of the simulation data. The fourth
chapter will be about the experiments and simulation runs we have conductedus-
ing Gromacs running on DAS2 and visualising the output using MolDRIVE. And
�nally in the �fth chapter we will discuss the conclusions we have drawn from the
experiments and give directions for possible future work that can be done in this
area.
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Chapter 2

Background and Problem Setting

In this chapter we present an overview of the different �elds that formthe basis
of our research. In Section 2.1 we give a problem analysis. In Section 2.3.1 we
will discuss the �eld of Molecular Dynamics and the Gromacs molecular dynam-
ics package in particular. In Section 2.3.2 will look at a specialized variation of
Molecular Dynamics, Replica Exchange Molecular Dynamics. Section 2.4 will be
dedicated to the visualization of the simulation results using the MolDRIVE sys-
tem. In the last section 2.2.1 of this chapter we will discuss some details about
Grid computing in general, and the DAS2 system as well as the Koala scheduler in
detail.

2.1 Problem Analysis

The question we posed ourselves at the start of this research was how we could
integrate Grid computing and interactive Scienti�c Data Visualization and run ap-
plications on the combined systems. The issue at hand here is the possible un-
predictable and unstable performance behavior of the Grid components versus the
need for a stable and reliable data�ow to and from the visualization. The challenge
will be to make various components, architectures and applications that are avail-
able to us, work together as a complete system. Our goals in this research have
been to prototype such a system and do performance tests of the simulation, com-
munication and visualization components.

When we discuss this problem of integrating applications, grid computing and vi-
sualization we can discern three main areas of interest, which, in no speci�corder
are:

� Computation

� Communication

� Interaction
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All three will have links to each other and in�uence each other's behaviorand per-
formance. The Computational Grid [15] provides us with the infrastructureneeded
to run the applications on with which the users will be able to interact. Grid tools
such as the ones provided in the Globus toolkit [4] will enable us to run and interact
with applications running on the grid. Depending on the type of these applications,
certain aspects of either of these three areas will be of the biggest interest. In
our case, with Gromacs and our goal to display its output and interact with the
simulation on a VR system, all three areas will be of equal interest. Molecular dy-
namics demands a great deal of processing power, while displaying and interacting
with the results will require us to be able to stream the output of the simulation in
realtime from the Computational Grid to our display device. By using, and modi-
fying where necessary, existing applications and tools we hope to be able create a
experimentation environment in which these three areas of interestComputation,
CommunicationandInteractionare balanced.

2.2 Grid Computing

In this section we will brie�y discuss Grid computing.

Grid computing can be de�ned in the following way [15]:
”A computational grid is a hardware and software infrastructure that provides de-
pendable, consistent, pervasive, and inexpensive access to high-endcomputational
capabilities.”

The dependable nature of the grid is fundamental, since users require assurances
that they will receive predictable, sustained and high performance fromthe avail-
able grid components. Important performance characteristics of the grid are for
example network bandwidth, latency, computer power and reliability. Pervasive-
ness of the grid should ensure that services are always available, it doesn't imply
however that each and every resource in the grid will always be readyto be used.
Lastly the provided services should be affordable, since only then will thegrid be
broadly accepted. It is the combination of these factors that that will make grids
usable and accepted[15].

A common Grid Architecture is the one described in [17], which includes the fol-
lowing layers:

1. The Fabric Layer

2. The Connectivity Layer

3. The Resource Layer

4. The Collective Layer
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5. The Application Layer

The fabric layer incorporates software components and protocols to makeraw re-
sources available to the Grid. The connectivity layer takes these raw resources
and offers them to the higher layers, it also handles authentication services. The
resource layer maintains and manages the individual resources offered by the con-
nectivity layer, and negotiates access to these resource when inquired by an appli-
cation. The collective layer manages global resource issues such as theinteraction
between resources. For example, it offers co-allocation services. The application
layer is the collection of applications that run on the Grid.

In our case we can link the various components of our system to the Grid layers,
as can be seen in Figure 2.1

Figure 2.1: The Grid Architecture layers linked with the components of our case
study

We will now brie�y discuss the DAS2 and the Koala scheduler.

2.2.1 DAS2 - Distributed ASCI Supercomputer 2

The Distributed ASCI Supercomputer 2 (DAS2[1]) is wide area supercomputer
consisting of 200 dual Pentium III processors. The machine is divided into �ve
clusters of processors, located at the Vrije Universiteit Amsterdam, Leiden Univer-
sity, University of Amsterdam, Delft University of Technology and the University
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of Utrecht.

The clusters are interconnected by SurfNet, and use Myrinet for localcommuni-
cation. The DAS2 system is ahomogeneous system, and may therefore not com-
pletely simulate a true Grid environment. We are aware of this, but at this time
there is no real easy alternative. It would be interesting to see how performance
and behavior is in�uenced by running the replica exchange simulations on an in-
homogeneous system. Future research will shed more light this.

We are especially interested to see how performance is in�uenced by running the
simulations on the different clusters, whether the communication delays between
the simulation and the visualization differ much between the different clusters.

2.2.2 Koala coallocation scheduler

We use the Koala scheduler[8], developed at the Parallel and DistributedSystems
group of Delft University of Technology, for node allocation. The Koala scheduler
�nds free nodes in the distributed computer environment and assigns yourprogram
to those nodes. It will automatically send over the executable �le to all processing
nodes, and you can specify input and output �les that it needs to send over from
and to your current location. It uses Job Description Files (JDF), writtenin the
Globus Resource Speci�cation Language (RSL) [10], to specify yourjobs and job
components. Jobs are started using one of the followingrunners:

� Krunner , which only allocates and starts job components, without giving
communication support.

� Drunner , which allocates and starts job components that use the Message
Passing Interface protocol [9], it used the Dynamically-Updated Request On-
line Coallocator (DUROC) [3].

� Grunner , which is used to start Ibis [6] jobs, and uses Grun (a tool for
running Ibis jobs on a Globus-based Grid).

� Irunner , which is also used to start Ibis jobs, but doesn't use Grun.

In our project we mainly use the Drunner, as Gromacs uses MPI, and we want to
be able to distribute the replicas over all DAS2 computer clusters. In Appendix B
we can see an example of a typical JDF we use in our project.

2.3 Molecular Dynamics Simulations

Molecular dynamics (MD) is a computational method that calculates the time de-
pendent behavior of a molecular system. It was introduced by Alder and Wain-
wright in 1957 [13, 14]. MD simulations provide detailed information on the �uc-
tuations and conformational changes of proteins and nucleic acids, and they are
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now routinely used to investigate the structure, dynamics and thermodynamics of
biological molecules and their complexes [11].

MD simulations are based on Newton's second law of motion, formulated in the
equationF = ma, with F the forces exerted on a particle,m its mass, anda its
acceleration. The simulations revolve around solving Newton's equation ofmotion
for a system ofN interacting atoms [21]:

F i = mi
@2r i

@t2
; i = 1 ; :::; N (2.1)

where the forcesF i are the negative derivatives of a potential functionV (r1; r2; :::; rn ):

F i = �
@V
@r i

(2.2)

At each step of the simulation, the forces and the positions of the atoms are calcu-
lated using Eqs. (2.1) and (2.2), and written to �le as output, so the trajectories of
the atoms through system-space can be viewed later. The choice of using classical
mechanics for the simulation of motion and forces instead of a quantum mechanical
approach is based on performance considerations, since the quantum mechanical
approach would be computationally more intensive. It does however mean that the
behavior of light atoms is not always accurately simulated. To counter this prob-
lem, we can treat the bonds and bond angles of these atoms as contraints in the
equation of motion, as this approximates quantum mechanical behavior better than
the classical mechanical approach. More about this can be found in [21, 22].

In Figure 2.2 we show all the steps to perform the MD simulations.
Energy minimization (EM) is the act of �nding a minimum in the potential energy
landscape of a molecular system. In the system there exists by de�nition one global
minumum, and a large number of local minima. Mapping all of these minima is
almost impossible however, and thus we will be looking only for the nearest local
minimum. A way to do this is by using the steepest-descent method, which is
easy to implement, is guaranteed to �nd the minimum within a reasonable number
of steps, and each iteration is fast. It does not converge very fast however when
you get closer to the minimum. During navigation through the potential energy
landscape it is also possible to get stuck in one of the local minima, while we still
wish to continue to look for a another, lower, minimum. This will slow down,
or completely stop the desired molecule dynamics simulation. As we will see in
Section 2.3.2 a technique has been devised to overcome this problem.

2.3.1 Gromacs

For the distributed application we chose the molecular dynamics simulation pack-
age Gromacs[21], which has been developed at the Department of Biophysical

7



Figure 2.2: Gromacs steps for performing MD simulations [21].
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Chemistry of Groningen University. We chose Gromacs because its source code
is readily available, it is still in active development, it is already highly optimized
for parallel runs, and because of the previous experiences with Gromacs of the
Datavisualization Group and Computational Physics Group of the Delft Technical
University.

Gromacs is in essence a molecular dynamics and energy minimization engine, and
it contains a large variety of tools to perform and analyse molecular dynamics
simulations.
For parallel execution of the MD simulations, Gromacs uses message-passing. This
ensures that the data�ow and execution can be fully controlled and optimizedby
the programmer. To keep things as simple and ef�cient as possible, Gromacsim-
plements a ring topology for the distribution of the atoms among the computational
nodes. Furthermore, the system is distributed according toparticle decomposition,
each atom is assigned to a certain processing node and stays there for theduration
of the simulation. This is different from domain decomposition, where each pro-
cessor gets assigned a certain part of the simulation area. The advantageof particle
decomposition over domain decomposition is that it requires less bookkeepingof
the positions and interactions of the atoms. Furthermore, whole molecule struc-
tures are always placed on single processing nodes. Testing (see Chapter 4) has
shown us that this can be rather detrimental to the scaling performance, andwe
expect domain decomposition to perform better at this speci�c aspect.

In Figure 2.3 we show the two communication phases of the parallel algorithm.
First each node in the ring receives the initial positions and velocities of the atoms
it has to process. After each node has calculated the forces of its atoms, itsends
them to the main node in the ring which then updates their positions and velocities
accordingly. These steps are repeated for as long as the simulation runs.

Because for each iteration there are two communication steps, the performance of
the simulation can be impaired drastically if these communication steps take too
long. It is therefore necessary to have fast interconnections betweenthe processing
nodes.
In the next section we will discuss a speci�c approach of molecular dynamics,
replica exchange molecular dynamics (REMD).

2.3.2 Replica Exchange Molecular Dynamics

As we have seen earlier, �nding a minimum in the potential energy landscape of
a molecular system is one of the main challenges of molecular dynamics simu-
lations. When faced with rough energy landscapes, the conventional techniques
mentioned above may fail. The algorithm can get trapped in one of the many local
minimum energy states, and therefore sample only a limited region of the con�g-
urational space. One solution to this problem, is theReplica Exchange Molecular
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Figure 2.3: Parallel MD simulation steps [21].

10



Dynamics(REMD) technique [20].

In the REMD technique, instead of running one simulation, several non-interactive
copies of the orignal simulation run simultaneously, each at its own unique tem-
perature. At given intervals, pairs of these replicas (consisting of replicas with
neighbouring temperatures) exchange their state with a speci�ed transition proba-
bility. The state of a replica is the collection of positions, velocities and forces.By
running enough replicas and choosing the right temperature set for these replicas,
the algorithm ensures that we sample a wide region of the con�gurational space;
each replica, given that enough exchange steps have been undertaken, will have
run at varying temperatures.

In more formal terms, as de�ned in [20]; Let us consider a system of N atoms,
with their coordinate vectors and momentum vectors denoted byq � f q1; :::; qng
and p � f p1; :::; png, respectively. The system for REMD consists ofM non-
interacting copies (or, replicas) of the original system in the canonical ensemble at
M different temperatures:

Tm (m = 1 ; :::; M )

Let:

X = f :::; x [i ]
m ; :::g

stand for a state in this generalized ensemble. Here, the superscripti and the sub-
scriptm in x [i ]

m label the replica and the temperature, respectively. The stateX is
speci�ed by theM sets of coordinatesq[i ] (and momentap[i ]).

A simulation of the REMD is then realized by alternately performing the following
two steps:

Step 1: Each replica in canonical ensemble of the �xed temperature is simulated
simultaneously and independently for a certain molecular dynamics steps.

Step 2: A pair of replicas, sayi andj , which are at neighboring temperaturesTm

andTn , respectively, exchange their states:

X = f :::; x [i ]
m ; :::; x [j ];:::

n g ! X 0 = f :::; x [j ]
m ; :::; x [i ];:::

n g:

The transition probabilityw of this replica exchange is given by the Metropolis
criterion which can be seen in Figure 2.4:

Here� m and� n are the temperatures of the two replicas, andE(q[i ]) andE(q[j ])
are the potential energies of thei th and thej th replica, respectively.

Details on how this algorithm is applied and implemented in Gromacs, and what
we changed in the communication routines can be seen in Chapter 3.
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Figure 2.4: Metropolis Criterium [20]

2.4 Visualization

To get a better understanding of the output of the molecular dynamics simulations
some sort of visualization of the output data is desired. Over the years different
forms and styles of molecule visualisation have been proposed. In this section we
will look at some of the techniques used for visualizing protein molecules.

All of us who have had chemistry class will remember the plastic or wooden mod-
els used for showing the structure of a molecule. With atoms (optionally) being
represented as spheres and molecule bonds as tubes. Color coding canbe used
to represent the different atoms. This molecule representation has been converted
directly to computer visualisation, and is now commonly used. Thestick represen-
tationgives a quick overview of the molecular structure, while the stick and sphere
method may be more pleasing to the eye [5]. In Figure 2.5 an example the stick
representation can be seen, and in Figure 2.6 an example of the stick and sphere
representation.

This representation is the one we currently use in the MolDRIVE visualization
package.

When visualizing proteins a second technique to represent the molecule is the so
called ribbon representation. A protein consists of many subunits called amino
acid residues. These residues are strung together to form a large polymer, the en-
zyme itself. The arrangement of these subunits in 3D space can be visualized using
a ribbon, giving a good overview of the enzyme's structure [5]. In Figure 2.7 an
example of the ribbon representation is shown.

We chose theribbon representationto be the additional visualization technique to
be used in MolDRIVE, since this technique gives the best clutter free overview of
the molecules structure and backbone. It also runs cheaper than the ball& stick
representation.

12



Figure 2.5: Stick visualization [12]

Figure 2.6: Stick and sphere visualization [12]
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Figure 2.7: Ribbon visualization [12]

A last example of possible protein visualisation methods is molecule surface ren-
dering. This technique is used to identify binding sites on the enzyme, where for
example medicines will interact with an enzyme. The surface represents the bound-
ary between the enzyme and the solvent. In Figure 2.8 an example of the surface
representation is shown.

Often combinations of these visualization techniques are used to give as muchin-
formation about the protein as possible. For example a combination of the stick
and ribbon representation, which is shown in Figure 2.9.

Now that we have seen some of the visualization methods used for showing molecule
structures, we will now take a look at the visualization package that we usedfor
our system, MolDRIVE.

2.4.1 The Responsive Workbench

The Responsive Workbench (RWB) is a Virtual Reality system for 3D visualiza-
tion and 3D interaction and provides a semi-immersive virtual environment [18].
The RWB system consists of both hardware (the actual bench, projectors, tracking
system and visualization computer), as well as software (the RWB library).The
bench itself is a large wooden structure that houses the projectors, mirrors and the
tracking system. The projectors display the visualization, via the mirrors, on a
large frosted glass surface. Two projectors, using INFITEC[7] �lters, along with
INFITEC glasses are needed to provide a stereoscopic view. The tracking system
provides the means to track the head position and orientation of the user, as well as
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Figure 2.8: Surface visualization [12]

Figure 2.9: Stick and ribbon visualization [12]
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tools he or she may use to interact with the virtual environment. Examples of those
tools are the stylus and the Plexipad. The stylus can be used to point at and select
objects in the VE. The custom made Plexipad, gives the user a 2D reference plane
in the 3D VE, facilitating object selection, as well as giving the ability to intuitively
make slices through volumetric data. In Figure 2.10 we can see the RWB.

Figure 2.10: The Responsive Workbench and two users.

2.4.2 MolDRIVE

MolDRIVE (Molecular Dynamics in Real-time Interactive Virtual Environments)
is a system that provides visualization and interaction functionality for molecular
dynamics simulations. It is a distributed system, the simulation runs on a remote
parallel or distributed computer. MolDRIVE uses the RWB system and libraries to
provide the users with an interactive virtual environment. The MolDRIVE system
consists of three main components:

� the Simulation server

� the MolDRIVE manager

� the Visualization client

The Simulation serveris responsible for the TCP/IP communication between the
remote simulation and MolDRIVE. The connection is initialized by the remote
simulation, the Simulation server opens a socket on which it will listen and wait
for incomming data. Simulation data is split up into two parts, the so calledin-
formation bufferand thedata buffer. The information buffer contains all relevant
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information about the simulation status and is used to interact with the simula-
tion. The data buffer contains the actual particle information, such as positions and
forces. To reduce the amount of data that has to be transferred all simulation data
is �rst converted from 8 byte �oats to 2 byte integers on the simulation side, and
converted back again to �oats on the visualization side [18].

TheMolDRIVE manageris used for internal communication on the visualization
side. The simulation data received by the Simulation server is relayed to the visu-
alization client through this component. It creates and maintains a shared memory
area, and structures it based on a molecule description �le (in XML) that has to be
supplied by the user. Data is double buffered in the shared memory and protected
by read and write semaphores, so data inconsistencies and errors are prevented,
while allowing for simultaneous write and read by the simulation server and visu-
alization client [18].
The �nal component of the MolDRIVE system is theVisualization client. It pro-
vides a virtual environment for the visualization and manipulation of the molecular
dynamics simulation running on the remote site. The Visualization client provides
the user with tools and widgets to view and interact with the simulation. In Sec-
tion ?? �gures displaying the Visualization Client are shown.
One of the main strengths of the MolDRIVE system is that it not only provides us
with visualization techniques but also gives us the ability to interact with the sim-
ulation. Simulation parameters passed in the Information buffer can be changed
by using widgets bound to these parameters. In our project we have for example
added the ability to change the temperature of the simulation by using a slider.
By using the stylus from the RWB, the user can exert an external force on the
molecule, thereby directly in�uencing the simulation. Further interaction includes
choice between various display modes (positions, forces and velocity vectors, and
as we will discuss in Section 3.3.3 our new ribbon view), and the ability to change
the temperature at which a replica runs.
A complete overview of the current MolDRIVE system is shown in Figure 2.11
and Figure 2.12. For our needs, many of the control data�elds need to bedupli-
cated, so multiple replicas can be handled at the same time.

17



Figure 2.11: The connection between, and the control �ows of, the Simulation and the SimServer in MolDRIVE
[18].
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Implementations details about the various components and further details about
what we changed to support our multi simulation REMD approach can be found in
Chapter 3.

19



20



Chapter 3

Design and Implementation

In this chapter we will present the design and implementation details of the Gro-
macs molecular dynamics simulation package, and the MolDRIVE Visualization
system. We discuss the modi�cations we made to both components, as well as
the details on how the interaction between Gromacs and MolDRIVE has been set
up. First we give a total system overview in Section 3.1. In Section 3.2 we will
discuss the changes to the initialization process and communication groups, dis-
cuss the newly added MolDRIVE communication, and discuss the timing and test-
ing facilities we have built in. Section 3.3 presents the modi�cations we made to
the MolDRIVE system, speci�cally the changes to the Simserver, the MolDRIVE
Manager , and the Visualization system.

3.1 System overview

In this section we will give a short overview of the entire system, a diagram of
which is shown in Figure 3.1.

Our system consists of two main parts, the simulations on DAS2 using Gromacs
and the visualization system MolDRIVE in the VR Lab. Each replica is run in par-
allel on the DAS2, and is connected to the visualization server using TCP/IP.Inter-
nal communication and communication between replicas is performed using MPI.
Replicas can exchange their state with their neighbours when conditions foran ex-
change are favorable. On the visualization side, the SimServer is responsible for
managing the connection and data�ow between the simulation and visualization.
The MolDRIVE manager maintains a shared-memory array for storing simulation
data, in which each replica has its own storage area. Finally, the Visualization
Client shows the desired molecule representation to the user, and offers interactive
tools to view and manipulate the simulation results. The user can exert forces on
the atoms of the enzyme molecule using the Springforce manipulator tool [18], as
well as change the temperature at which the simulations run.
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Figure 3.1: The complete system consisting of the Molecular Dynamics simulator
Gromacs and the Molecular Visualization package MolDRIVE

3.2 Gromacs Implementation and Modi�cations

As we have discussed in Chapter 2, we have built our testing system around the ex-
isting Molecular Dynamics Simulation package Gromacs. For it to ful�l our needs
as a Grid application, certain modi�cations and extensions were needed. Inthis
section we will present the details of these modi�cations.

The Gromacs system provides us with a �rm base upon which we can build our
Grid Application. As we have seen, it supports fast, parallelized MD runs as well
as simple single-node Replica Exchange MD. To be able to scale well to larger
distributed systems, as well as to gain a signi�cant simulation speed boost, we
decided to extend the Replica Exchange MD functionality to support parallelruns
for each of the replicas on several nodes of the Grid. Other extensionsinclude the
MolDRIVE communication library [18] as well as timing and bandwidth testing
facilities. To keep the original functionality intact and to reuse as much of the
existing Gromacs system, we decided to build a shell around the MD runner of
Gromacs. In the following sections we will go through the changes and extensions
we made to the main MD simulator and its subsystems step by step.
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3.2.1 Simulation initialization process

The existing MD Runner, which is the main tool of Gromacs, initializes and starts
molecular dynamics (MD) or energy minimization (EM) runs. From the arguments
the user provides at startup as well as from the input �les it will determine whether
to perform an MD or EM run, with which parameters and on how many nodes.In
the following list we list the arguments originally needed by the MD Runner:

� -np N , whereN speci�es the number of processing nodes to be used for
the MD run.

� -deffnm name , which speci�es the defaultname for the input- and out-
put�les.

� -replex X , which speci�es to perform a replica exchange step at everyX
iteration of the MD algorithm.

In the original implementation of the Replica Exchange MD system, the-np N
parameter was used for indicating how many replicas should run. In the old imple-
mentation this poses no problem, as each replica runs on only one processor. As
we want to be able to run multiple replicas, each running on an arbitrary number
of processors, we speci�ed a new argument for the number of replicas: -nr M .
We retain the old functionality of the-np N argument, and use it to specify on
how many processors each replica runs. The MolDRIVE component withinGro-
macs uses an input �le with the.moldrive extension, so an extra commandline
parameter was added as speci�ed by the MolDRIVE package. And �nally,for
the visualization of the backbone of the polymer molecule, we need the index �le
(.ndx) , which de�nes the different groups of the molecule structure. We made
the additions to the startup parameter list:

� -nr M , whereMspeci�es the number of replicas we want to start

� -moldrive MOLDRIVESERVER.moldrive , which speci�es where the
MolDRIVE server is located.

� -backbone INDEXFILE.ndx , which speci�es the index �le containing
the backbone info.

We specify the input and output �le names in the-deffnm argument, we chose to
do this to keep the �lename patching routine as simple as possible. When we run an
ordinary MD simulation with just one replica, Gromacs will read the input data and
write the simulation output data to �les with this name appended with the correct
extensions. When running Replica Exchange MD simulations, we need multiple
input �les: one for each replica. Each input �le gets a unique identi�er appended,
ranging from 0 going up toN-1 . In the original implementation, Gromacs uses its
node-identi�er to identify which input �le it needs and to which �les it needs to
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output. In our implementation we work with a different argument for identifying
each replica. Therefore, we patch our �lenames beforehand, in the shell we built
around the main program, and circumvent the patching Gromacs does. This way
each replica gets the correct �les to read from and write to. We get the unique
replica identi�cation number for each node by using the number of replicas speci-
�ed in -nr M , the total number of nodes used by all replica simulations (the size
of MPI_COMM_WORLD), and the rank of the node itself. The replica identi�er
equals the total number of replicas, multiplied by the node rank, divided by the
total number of nodes.

3.2.2 MPI Communicator groups

In this section we will discuss the changes we have made to the MPI communicator
groups used by Gromacs.

Gromacs uses MPI as its main communication system for sharing data between
computer nodes. When an MPI application is run, all nodes are assigned toacom-
municator group, identi�ed by MPI_COMM_WORLD. Each individual node is also
assigned a unique identi�er, itsrank. In the original implementation of Gromacs,
only theMPI_COMM_WORLDcommunicator is used. When an ordinary parallel
MD run is made, the nodes communicate each of their calculated positions and
forces to each other through this communicator group. In the original Replica Ex-
change MD runs, at each replica exchange step, nodes use the communicator to
evaluate their own and their neighbours situation and, possibly, exchangestates
depending on the outcome of the comparison. Since in our approach we want to
do both communication for parallel processing support as well as replica exchange
support, we need different communicator groups for these different tasks. Fortu-
nately the MPI standard de�nes a routine for splitting communicator groups and
automatically assigning nodes to these groups. We use the following routine as
de�ned in the MPI v1.1 standard:

int MPI Comm split ( MPI Comm comm, int color, int key, MPIComm *commout )

Each node in theMPI_COMM_WORLDcalls this routine. The routine splits the
MPI communicatorcomm, by using thecolor parameter. Each node that uses
the samecolor gets allocated to the same new MPI communicator group. With
thekey parameter you can control the rank assignment in the new group. In our
implementation, thecolor is speci�ed by the same method as used in the �le
patching. This way we getMcommunicator groups, one for each replica, that can
be used for communicationwithin a replica, so we can do parallel processing of
the simulation data. Furthermore, each rank 0 node of these new groups then gets
assigned to a replica exchange communicator group, that is used at the replica ex-
change phase, to communicatebetweenreplicas. We added our own routine to be
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able to switch between these two communication modes when necessary. During
normal MD execution, the parallel processing communicators are active. At the
replica exchange phase, all master nodes of each replica switch to the replica com-
municator.

In Figure 3.2 the original replica distribution across the nodes is shown, where 4
replicas are placed in a ring, each replica consisting of 1 processor. InFigure 3.3
the new situation is shown, with 4 replicas in a ring and each replica itself forming
a ring of 4 processors.

Figure 3.2: The original situation with one ring with 4 processors, each represent-
ing one replica.

Figure 3.3: The new situation with one large ring of 4 replica rings, each containing
4 processors.
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A disadvantage of our current approach is that all communicator groupsare of
equal size. While this does not pose a problem in a homogeneous computer en-
vironment such as the DAS-2, it might cause imbalance in an inhomogeneous en-
vironment. As replicas synchronize at the exchange phase, it is desirable that all
replicas run at the same speed. It would therefore be better to scale the different
communicator groups to the computational power of the nodes the simulations run
on. Knowledge of the performance of the individual nodes at runtime, for example,
could lead to a more intelligent replica/node allocation.

3.2.3 Replica Exchange Implementation Details

In this section we will discuss the additions we have made to the Replica Exchange
algorithm implementation.

The replica exchange algorithm, as described in Section 2.3.2, had alreadybeen
implemented in Gromacs. In the initialization of the Replica Exchange MD algo-
rithm, the communication structure is set up and the temperatures are checked to
see if they are unique. The simulation will go into the exchange phase when it has
reached an iteration that is a multitude of-replex X . For the actual exchange
phase to support our extension of running a replica in parallel on multiple nodes we
had to make some changes and add some extra communication steps. The original
implementation in pseudocode is:

Forall(replicas){
broadcast your potential energy(yourPotE);
perform replica exchange check with your neighbour;
if(exchange == TRUE)

perform state exchange with neighbour
}

As we can see, this suf�ces when each replica is completely run on one node with
all the particle information. In our case we also need to further communicate the
state changes to our replica simulation child nodes. We have therefore added an
extra communication step after the actual exchange. During the replica exchange
phase, the master nodes (rank 0) of each replica perform the Replica exchange as
normal, the child nodes will go into a receiving wait state. When the state exchange
has taken place, all child nodes will be informed of the outcome. When there is
no actual state exchange child nodes will continue their MD calculation as normal.
When an exchange does take place, the child nodes will expect to receive the new
state from their right neigbour node. The master (rank 0) node will send itsnew
state data to its left neighbour, which in turn will relay the data to its own left
neighbour and so on, until the master node has been reached again. In pseudocode,
we now get:

Forall(replicas){
if(master node of r){

broadcast potential energy(yourPotE);
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perform replica exchange check with your neighbour;
if(exchange == TRUE)

perform state exchange with neighbour;
send outcome(left);
receive outcome(right);
if(outcome == TRUE)

send new state(left)
}
else {

receive outcome(right);
send outcome(left);
if(outcome == TRUE)

receive new state(right);
if(left != master)

send new state(left);
}

}

This will ensure that each replica state exchange will get properly relegated to
each node in the system. After the exchange phase, whether an actual exchange
took place or not, the normal MD simulations are resumed until the next replica
exchange phase.

3.2.4 The polymer backbone

When comparing the structural differences between the replicas, the user of the vi-
sual environment will want to switch from the single replica ball & stick represen-
tation to the ribbon representation. To offer this, we have to identify the particles
of the molecule that form the main structure of the enzyme: the backbone. Fortu-
nately, the backbone is speci�ed in the index �le that can be generated by Gromacs
from the molecule topology. The index �le is supplied by the user at startup, and
we use a built-in function of Gromacs to read this �le and select the appropriate
group (the backbone). We read the size of the backbone (number of particles),
and which particle IDs belong to the backbone and store these, so we can send the
information to the MolDRIVE system.

3.2.5 The MolDRIVE interface in Gromacs

The Gromacs side of the MolDRIVE system consists of two main components.
TheMolDRIVE handlerand theMolDRIVE datalink. The MolDRIVE handler is
responsible for initializing the Gromacs side of the MolDRIVE system and con-
tains the routine for transmitting simulation timesteps. The MolDRIVE datalink
provides routines for TCP/IP communication, it is responsible for setting up and
maintaining the connection between the simulation and the visualization server.

The MolDRIVE data handler is initialized at the start of the MD algorithm when an
appropriate MolDRIVE con�guration �le has been speci�ed in the-moldrive
argument at startup. These �les contain the address of the visualization server you
wish to connect to, as well as parameters such as the interval size for transmitting
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data packages. At the initialization step the molecule topology data is sent over to
the SimServer. This data consists of the particle element data, the bonds that exist
between particles, and the identi�ers of those particles that belong to the backbone.
The data transmission routine is called within the main MD loop right after the
�nal positions, velocities and forces of molecule system have to been calculated.
Since all visualization relevant simulation data is available at the master nodes
of each replica, only these master nodes (rank 0) will send simulation data to the
Visualization server. The simulation data is converted from �oat into integer values
to reduce the size of the datasets. This will save bandwidth and will not affect
precision as all particle position, force and velocity data is stored at10� 5 precision,
which can be safely converted toINT_32 . There are two main data buffers,the
information bufferandthe simulation data buffer. The information buffer contains
all data concerning the setup and layout of the simulation and visualization, such
as the total number of particles and bonds and simulation variables such as the
temperature. It is also used to relay any force feedback exerted by the user in
the Visualization client back to the simulation. In the original implementation the
simulation data buffer contained the actual position, velocity and forces of each
particle. There is an option to enable or disable sending the solvent particles(water
in our case), which can save much bandwidth and reduce processing time at the
visualization Simserver.
The following three steps are taken during data transmission:

1. Receive information buffer from visualization

2. Send information buffer to visualization

3. Send simulation data buffer to visualization

The simulation will �rst receive the information buffer and process the datacon-
tained in it, for example whether to send the water particles or not. It will also
read any forces exerted by the users and apply them to the particles in the sim-
ulation. After this it will compile a new update information buffer and send this
to the visualization, though this is only necessary when for example the number
of particles that have to be sent over is changed (enabling/disablingwater). After
this the actual simulation data buffer is compiled and sent over to the visualization
SimServer. The simulation itself can then continue with its MD calculations.

3.2.6 Timers and testing facilities

In this section we will discuss the testing facilities we need for our experimentation.

To be able to say something about the performance and behavior of our system we
have placed timers at strategic places throughout the MD simulation loop. We are
mainly interested in the different contributions that processing time for each replica
step and the different communication steps give to the total time of each complete
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simulation-visualization step. We are also interested to see how the replica ex-
change in�uences the performance. More details about our test plans can be found
in Chapter 4.

We have placed timers before and after each complete iteration, around the MolDRIVE
communication phase and the replica exchange phase. This way we can measure
the contributions of the parallel MD processing, the MolDRIVE communication
delay, and the replica exchange calculations and communication delays to the total
simulation step time. We will be able to plot these measurements to study the per-
formance of the system as a whole and detect the bottlenecks. We also calculate
the total information and simulation data sizes, so we can say something about the
bandwidth use of the visualization data communications. Each replica creates and
maintains a time log to which all measurement data are written.

3.2.7 Run scripts and Job Description Files

In itself, it is already quite dif�cult and time consuming to get the Gromacs MD
simulation package running. Simulations need to be preprocessed, and the com-
mandlines of both these preprocessing and simulation steps are quite extensive.
As each simulation has a multitude of input and output �les each with a speci�c
naming policy, we thought it wise to create a script that will automatically do the
preprocessing, create a directory to start the simulation from and copy theneces-
sary �les to that location.

The Koala scheduler we use needs Job Description Files (JDF), which asthe name
implies, gives a breakdown of the job components. We have created a script that
automatically creates a JDF that can be used to start the simulation. It has to
conform to certain rules, there have to be as many job components as there are
replicas and each jobcomponent size is equal to the number of nodes per replica
simulation. In Appendix A we can present an example of a JDF.

3.3 MolDRIVE Implementation and Modi�cations

In this section we will discuss all the changes we have made to the MolDRIVE
system to support multiple replicas. We will begin with the changes to the Sim-
Server, then we will discuss the MolDRIVE manager, and �nally we discussthe
Visualization Client.

3.3.1 The SimServer

As we have seen in Chapter 2, theSimServeris responsible for receiving all simulation-
related data. In the original version, the SimServer could only receive data from
one simulation. As we run multiple replica simulations and we want to receive
all simulation data, changes had to be made to the way the Simserver receives the
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data. The original version of MolDRIVE had been built to visualize simulation
data provided by DEMMPSI, a different MD simulator. DEMMPSI also processed
the MD steps in parallel, but each computer node only contained its own particle
information. Therefore, the SimServer had to create a connection for each simula-
tion processing node, and receive and gather all particle data. We havereused this
multiple connection scheme for our purposes. It now opens a connection socket for
each replica, waits until all replicas have initiated their connections, then receives
the simulation data and stores it. To provide more control over the simulation, and
to be able to supply the user with an additional molecule representation, we have
also extended the control data in the information buffer and also send the molecule
identi�cation numbers of those particles that make up the backbone of the enzyme.
This data is appended to the existing data structure that contains the particle ele-
ment identi�ers and bonds. This data is only sent once and then stored in shared
memory. It is then used by the Visualization Client to tag the atoms that belong
to the backbone so we can create the ribbon representation when the userwant to
switch to it from the balls & stick representation. Other molecule topology groups
can be appended in a similar manner, and these could be used for other visualiza-
tions in the future.

When the SimServer initializes, it starts listening onM ports, withM the number
of replicas. It will await the connection requests from the MolDRIVE handler
in Gromacs. After all connections have been initialized, the SimServer will start
its main loop, which is very reminiscent of the MolDRIVE communication code
within Gromacs. It will �rst spawn a receive thread for each of the replicas, and
will then:

1. Send the information buffer to Gromacs

2. Receive the information buffer from Gromacs

3. Receive the simulation data buffer from Gromacs

After it has received all data it will move the simulation data from its temporary
data storage to the shared memory that is maintained by the MolDRIVE manager.
Then it will begin listening again for new data.

3.3.2 The MolDRIVE Manager

As we have seen in Chapter 2, the MolDRIVE manager is responsible for setting
up the shared memory data structure that holds all simulation and visualization
data. In the original implementation only one shared memory was maintained, that
could contain the data from one simulation. As we now have multiple incoming
simulation datastreams, we need multiple shared memory areas to store the replica
data. To this end we changed the setup of the MolDRIVE manager. During its
initialization it creates an array of each data �eld within the shared memory, with
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a size equal to the number of replicas. Each replica partition is maintained by the
manager and updated seperately by the simserver and the visualization client.All
shared memory control data is also maintainded seperately, so all replicas can be
correctly updated when only one is visualized in the visualization client.

3.3.3 The Visualization Client

The Visualization client is responsible for displaying the simulation data. The
original version displays the atom positions and the bonds between them. Forlarger
molecules we have seen that the overall structure of the molecule can be dif�cult to
be discerned. In our adaptation we receive multiple enzyme molecules, one from
each replica simulation. Should we display all of them on the screen, we would
have not a good overview of the different replica simulations and it would be very
dif�cult to discern between them. Therfore we included a set of buttons withwhich
we can select which replica we want to see on the workbench. To make a more
comparable visualization we decided to include a simple ribbon representation of
the enzyme molecule. The main difference between replicas is thought to be in the
structural differences of the backbone, which the ribbon representation will clearly
depict. As the ribbon representation only depicts the backbone, we can include
multiple replicas in one view without cluttering the visualization view too much.
By giving each replica a different color we can easily discern between them. In
Figure 3.4 we show two ribbons, which with colorcoding (green and red) can be
easily discerned, and the structural and positional differences are clearly visible.
The Visualization client is connected to the MolDRIVE manager and can read the
simulation data from the shared memory. In the original implementation it only had
to read from one source, the databuffer containing the particles and bonds of the
single simulation. As we now have multiple replicas of the simulation running the
interface to the shared memory had to be altered. There are two possible scenarios:

� The user has selected the original single replica representation (balls & sticks).

� The user has selected the new ribbon representation, and wants to see one or
more replicas.

In the �rst case only the data from the replica that is currently being visualized is
read from shared memory. For all the other replicas, only the control datais up-
dated, in essence fooling the MolDRIVE manager into thinking all replicas have
been visualized. The MolDRIVE manager will then proceed to switch the read
and write buffers. We do this since we have no need for all the particle dataof
each replica when we are in this visualization mode. When the user has selected
the ribbon representation we do need all the particle and bonds information data of
the replicas that are to be displayed. We therefore now loop through the selected
replicas until we have retrieved all data from shared memory. We can now update
the ribbons accordingly.
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Figure 3.4: Two ribbons, with replica 1 in red (dark grey) and replica 2 in green
(light grey).

To implement the ribbon representation we need the backbone structure informa-
tion. This is sent over from the simulation at startup, after it has been read from the
simulation index �le. When we have received this information, we can tag each
particle that belongs to the backbone. We do this once, right after we receive our
initialization data. The ribbons themselves consist of ribbon elements that are very
similar to the bond elements that are used in the existing stick and sphere represen-
tation. The ribbon elements are simple tubes that are positioned and oriented using
the positions of the backbone atoms.

A second addition to the Visualization Client is the inclusion of a plot of the po-
tential energy levels of the simulations. The energy levels are sent over from the
simulation via the information buffer In the plot users can see the behavior ofthe
simulation as it walks through the energy landscape. This can be used to geta
better understanding of the replica exchange mechanics and behavior.
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3.4 Implementation Summary

In this chapter we have discussed the changes we made to Gromacs and MolDRIVE
to get them to work with the Replica Exchange technique. We have gone froma
slow, single node per replica simulation situation, to a situation where we can as-
sign an arbitrary number of processing nodes to each of the replicas. This makes
the simulation system much faster, and allows for better performance when we
have more processing nodes at our disposal. We have seen how the MolDRIVE
system has been adapted to be able to receive and visualize these replica simu-
lations. The SimServer and MolDRIVE manager can now receive, maintain and
store multiple datastreams, and deliver them to the Visualization Client. The Vi-
sualization Client itself has been extended with an additional visualization mode,
the ribbon representation, to allow the user to make observations of the structural
differences between the molecule replicas. The testing and measurement facilities
have allowed us to do preliminary tests of the system's behavior and performance,
the results of which we present in the next Chapter.

33



34



Chapter 4

Experiments and Results

In this chapter we will discuss our experiences and the results of the experiments
with the Gromacs system on the DAS2 system and the MolDRIVE system in the
VR Lab. We will discuss the performance of the simulation package itself, on a
single or on multiple clusters, and the performance impact of running Replica ex-
change simulations. In Section 4.1 we discuss the tests we have done, and give
an overview of the molecular models we have used for our tests. Section 4.2 will
present the results of the tests we did with regards to the performance of thesim-
ulation, the bandwidth usage and latency. In Section 4.3 we will discuss the new
ribbon representation mode of the MolDRIVE Visualization Client, and the perfor-
mance of the visualization system.

4.1 Experimental setup

In this section we will give a short overview of the tests we have performed, and
why we did them. We will also present an overview of the three molecular models
we have used for these tests.

4.1.1 Test descriptions

We have chosen to do four different performance measurement tests, each run for
each of the molecular models.

� Speedup tests of the simulation.

� Bandwidth usage when running with a varying number of replicas

� Transmission sequence between simulation and visualization times with a
varying number of replicas

� Complete system performance tests
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The speedup tests are simply meant to see how well the system scales when in-
creasing the number of processing nodes at the simulation side. We have done
these tests to see if different molecular models will indeed scale differently, as
we expect from the way the simulation is parallelized. The bandwidth tests mea-
sure the bandwidth use of the connection between the simulation and visualization.
When we increase the number of replicas, we will put additional load on the con-
nection between the simulation and visualization. The transmission sequence tests
is meant to give insight on how the total number of replicas in�uences the time
it takes for the simulation to continue with it's calculations after it hase sent it's
data to the visualization client. We are interested to see if the single SimServer can
cope with the additional data when running multiple replicas. Finally, the complete
system performance test were done to see how many updates per secondwe could
get from the entire simulation and visualization system.

What we hope to �nd out is where the bottlenecks in the performance lie, and
at which simulation and visualization con�gurations the user can no longer really
interact with the simulation. Possible bottlenecks candidates are the simulation,
the latency between the various DAS2 clusters and the VR Lab, bandwidth limi-
tations at the receiving end, and computational limitations in the SimServer or the
Visualization Client. We will discuss these candidates after we have presented the
measurement data.

4.1.2 Molecular Models

We have chosen to use three different molecular models to perform our tests with:
NovoHelix in water, Polyanalin in water, and Lipase in water.

The NovoHelix in water system is the smallest, with a simple polymer and only
a limited number of water molecules, but it does transmit all particles (water and
polymer) to the visualization system at each step. Half of the polymer molecule
itself is also �xated, so in effect only half of the polymer atoms are actually con-
sidered during the simulation. This molecular model was chosen to stress the con-
nection and processing capabilities of the Visualization system. As the polymer
itself is small, the simulation will run very fast, but because it send over all water
molecules as well, we expect bandwidth usage to be high, and hope to stresstest
the SimServer.
The Polyanalin system contains a slightly smaller polymer, but almost three times
as many water molecules. This molecular model was mainly chosen to see if the
how well the simulation system scales in performance when using more processing
nodes. The high water to polymer molecule ratio will ensure that the 'built-in'
bottleneck of the particle decomposition will not in�uence our measurements.
The Lipase system contains the largest polymer, and also a substantial number of
water molecules. We chose this model as it represents a realistic simulation that
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we could expect to see in a scienti�c environment.
The exact speci�cation of each system is shown in Table 4.1.

System name Total Size Number of polymer atoms Number of water atoms Water-Polymer ratio

NovoHelix 2424 273 2151 7.87:1

Polyanalin 6039 153 5886 38.47:1

Lipase 31019 5126 25893 5.05:1

Table 4.1: Full speci�cations of the three molecule systems tested.

We chose these systems because they represent a reasonable range inwater/polymer
relation. The Polyanalin and PolyGlutamin are also likely candidates for succes-
full replica exchange, as they tend to converge quickly to favorable conditions for
an exchange. Unfortunately, we have not witnessed an actual exchange happening
spontaneously, so in our experiments we force the exchange, instead ofrelying on
chance. We have done this by setting the exchange probablity to always return 1.
Of each system we have made a set of input �les using our testscripts. To test
the performance increases of our parallel REMD implementation, we have run
tests with one to �ve replicas, ranging from300� Kelvin to 420� Kelvin, with 30�

Kelvin intervals. Depending on the speedup we experienced in the single replica
case, we chose the processor distributions that would be interesting for the multi-
replica cases; using a number of nodes beyond which the simulation itself stops to
scale would be fruitless.

4.2 Performance measurements

The following subsections will be devoted to the actual results of the tests and
measurements we ran on the DAS2 cluster and in the Virtual Reality Laboratory.
Each subsection will present the results and a short discussion about them.

4.2.1 Speedup performance of Gromacs with Multiple Replicas

Of speci�c interest are the ratio of the number of water atoms and polymer atoms.
This ratio will be an important factor in the speedup, as Gromacs has to place
the entire polymer on one processor, so only the water atoms will be distributed
across the remaining processors. This will likely place a hard limit on the speedup.
Allocating more processors to the system than that limit will cause a load imbal-
ance. For example, with the Lipase molecule, we can see the in Table 4.1 that the
Polymer/Water ratio is1:5 . This means that we can expect best performance
if, for the processor that runs the polymer atoms, we allocate 5 processors for the
water atoms. Any more processors are unlikely to add much speedup, and will
eventually even slow it down due to added communication. In Figure 4.1 we show
the speedup of the three systems mapped against the number of processors. We
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see that the NovoHelix system doesn't scale very well, we will later see thatthis
is probably caused by �ooding the SimServer. Polyanalin scales quite nicely, and
Lipase scales well until it reaches the six processors we predicted.

Figure 4.1: Speedup of the Lipase, Polyanalin and NovoHelix systems using1 to
16 processors.

4.2.2 Transmission sequence time

For each molecule system we will present the data transmission time between the
Gromacs simulator and MolDRIVE, and how they will increase when increasing
the number of replicas that the SimServer has to handle. To this end we have mea-
sured the average time it takes from the beginning of the datatransmit to the time
the simulation can continue. We have also measured the differences of the data-
tranmission times when running on different DAS2 clusters, to see if the location
where the job runs in�uences performance. As the DAS2 is a homogeneous sys-
tem, any signi�cant differences will be caused by the added latency fromrunning
the simulation on a cluster that is geographically closer or more distant.

We see in Figure 4.2 that the transmission sequence times of NovoHelix explodeas
soon as we add more replicas. We will discuss in the next subsection what causes
this. The transmission sequence times of Polyanalin and Lipase don't increase that
much, again we will later see why.

4.2.3 Complete system performance discussion

In this subsection we will discuss the performance of the complete system, from
simulation to visualization. We have done measurements of the number of itera-
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Figure 4.2: The increase of the transmission sequence durations depending on the
number of replicas.

tions per second the Gromacs-SimServer-MolDRIVE Manager system canprovide
to the Visualization Client. In one iteration the simulation performs a simulation
step and transmits the data to the SimServer, after which the SimServer and the
MolDRIVE Manager update the shared-memory with the simulation data they re-
ceived. This will in�uence the level of interactivity the user will experience when
using the system, for example when giving force feedback using the stylus. When
the number of iterations per second drops below 10, we can no longer speak of
a real interactive capable system. We will see that only the NovoHelix, and the
Polyanalin can be simulated at these reasonable speeds.

In Figure 4.3 we can see that the performance of the NovoHelix system drops down
considerably when receiving more replicas. The receiving end, the SimServer,
doesn't seem to be able to cope with this many data transmissions sequences (re-
ceive information buffer, send information buffer, receive databuffer), especially
when the simulation is running fast on 3 of 5 processors. Here the bottleneck is
clearly the receiving end, either caused by limitations in the hardware (CPU can't
handle it) or perhaps the TCP/IP protocol is causing too much overhead. We still
se however that performance is high enough to deliver a interactive virtual environ-
ment to the user. Increasing the number of replicas being sent over will most likely
kill performance further though, thus it would be unwise to do so.

In Figure 4.4 we see no real degradation in performance when receiving more
replicas. The number of data transmission sequences does not appear tobe high
enough to severely in�uence the performance. Only when running 5 nodes and 5
replicas do we start to see a slight decline. Performance with 3 processors or more
is high enough to give the user interactive control over the simulation. We can see
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Figure 4.3: The number of iterations per second of the NovoHelix system.

that the original replica exchange implementation (1 processor), isn't ableto give
us interactive capable simulation speed.
The Lipase system (see Figure 4.5) also doesn't appear to be in�uenced that much
by the number of replicas, there is some degrading in performance, but thenumber
of iterations per second are already so low that it is hardly noticable. The little
degrading there is can probably be contributed by the large amount of particle data
the SimServer has to copy to Shared-Memory. We can see however that theperfor-
mance of the simulation is too low to provide an interactive view of the system. As
we have seen in the speedup tests, the Lipase system doesn't scale verywell past 5
or 6 processors, because of the parallelization technique used in Gromacs. We can
only hope that the different parallelization technique (domain decomposition)will
remedy this in future releases of Gromacs.

From the Polyanalin and NovoHelix results, we can see a certain pattern emerging.
It seems the receiving end isn't able to handle more than about 75 data transmission
sequences per second. Whether this is caused by limited CPU power or perhaps
the TCP/IP protocol is uncertain.

4.2.4 Bandwidth usage

Finally, we will discuss the bandwidth usage of the various systems. The sizeof the
data for each atom is 40 bytes (position, velocities and forces are each represented
by 3 integers, and each atom is also numbered) . Therefore we get the following
databuffer sizes for each of the systems:
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Figure 4.4: The number of iterations per second of the Polyanalin system.

� NovoHelix: 2424 (polymer+water) atoms times 40bytes: 94.69Kbyte

� Polyanalin: 153 (polymer) atoms times 40bytes: 5.98Kbyte

� Lipase: 5126 (polymer) atoms times 40bytes: 205.04Kbyte

When we take these data buffer sizes and multiply them by the number of itera-
tions per second we found in the measurements of Section 4.2.3, we see that the
NovoHelix is most likely to strain the bandwidth of the interconnection network.
It requires, especially when running only one or two replicas on 5 nodes, quite a
high throughput, going over 6Mbyte/s (see Table 4.2).

nr. replicas 1 processor 3 processor 5 processor

1 3091.1 5397.6 6176.8

2 2626.3 3147.3 3317.7

3 2490.5 2773.5 2988.0

4 2273.4 1826.8 2174.9

5 1742.3 1680.1 1266.3

Table 4.2: Bandwidth usage (KB/s) of the NovoHelix system (with water being
sent over).

The Polyanalin system barely uses any bandwidth at all (see Table 4.3, since it is
such a small protein, and here only the protein is sent over. It is unlikely thenumber
of iterations per second will ever be high enough for the bandwidth to becomea
limiting factor with systems like Polyanalin.
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Figure 4.5: The number of iterations per second of the Lipase system.

nr. replicas 1 processor 3 processor 5 processor

1 19.8 56.0 88.9

2 19.9 55.9 88.4

3 19.7 55.9 88.2

4 19.7 87.1 87.1

5 19.7 55.8 82.8

Table 4.3: Bandwidth usage (KB/s) of the Polyanaline system (no water being sent
over).

The bandwidth usage of the Lipase (see Table 4.4 won't reach as high asNovo-
Helix, since the bottleneck with this system remains the simulation. The iteration
times are too high to really require a lot of bandwidth. In Grid systems with faster
processors than those in DAS2 we might see different results, perhapsthan the
rather large databuffer, combined with a fast update will �ood the network.

4.2.5 Discussion

The results of our measurement tests do not conclusively point out to onespeci�c
bottleneck. We see that with large complex systems like Lipase, the simulation is
the bottleneck. For small, fast systems, such as NovoHelix, we see that the receiv-
ing end, the SimServer, cannot cope with that many incoming transmissions. The
Polyanalin has no real bottleneck when it comes to the Grid or visualization system
hardware, it just stops scaling when the computation/communication equilibrium
is reached.
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nr. replicas 1 processor 3 processor 5 processor

1 332.6 755.3 1105.6

2 332.8 744.3 1037.5

3 330.9 770.1 910.1

4 330.4 710.0 866.8

5 327.7 625.7 797.7

Table 4.4: Bandwidth usage (KB/s) of the Lipase system (no water being sent
over).

4.3 Visualization

In this section we will discuss the results and experiences of the changes we made
to the MolDRIVE Visualization Client. We will present example screenshots of
the ribbon representation and how we can use or interpret them. We will conclude
with a short discussion about the performance of the Visualization Client.

4.3.1 Ribbon Visualization of replicas running on MolDRIVE

In this section we will give a presentation of the ribbon representation we imple-
mented for the MolDRIVE visualization system. We will give an overview of the
changes and additions we made to the interface, and discuss how the user can get
a good view of the differences between the replicas.

As mentioned in 3.3.3 the user can switch between two modes, the original single-
view ball-and-stick representation and the variable-view ribbon representation. In
Figure 4.6 we can see the ball-and-stick representation of a Lipase simulationwith
one replica, and in Figure 4.7 we see the ribbon representation of the same simula-
tion. The user can switch between these two modes by pressing theRibbonsbutton
on the top right.
Figure 4.6 shows us that a single ball-and-stick representation of the Lipase molecule
is already quite complex to interpret. While it gives a good overview of the entire
structure of a single molecule, it would be dif�cult to discern structural differences
between two or even more molecules displayed in the same view-area. The ribbon
representation we see in Figure 4.7 on the other hand gives us a better viewof the
underlying structure (the backbone) of the molecule. And it is precisely in this
underlying structure that the replicas will differentiate as the simulations progress.
Since we leave out all the side branches and no longer show the atom-ball rep-
resentations, we can now also display multiple simulations in one view without
cluttering the display or slowing down the visualization too severly. We can show
all �ve replicas that we can receive with the MolDRIVE system in one view, and
spot where replicas differ from each other. In Figure 4.8 we show the ribbon rep-
resentations of �ve Lipase molecules running concurrently on the DAS2 cluster.
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Figure 4.6: Single ball-and-stick representation of the Lipase molecule.

In Figure 4.8 we can also see in the lower left corner a list of buttons numbered 0
to 4. The buttons function differently depending on which mode we are in. Inthe
single view ball-and-stick mode the buttons can be used to switch between replicas.
This can mainly be used to get a good overview of the entire replica molecule or
to see if simulations are still running correctly. In the ribbon representation mode
the buttons can be used to disable or enable the ribbon of a replica, so that we,
for example, can make a good comparison of two replicas that have neighbouring
temperatures.

Two more optional features have been added to the visualization client. A temper-
ature slider, so the user can change the temperature variable of the simulationat
runtime, and a graph displaying the potential energy of the system. In Figure4.9
we see a ball-and-stick representation of the NovoHelix molecule and the two op-
tional features the temperature slider on the left side and the graph displaying the
potential energies at the top. It must be pointed out the the graph is only there to
give the user a coarse overview of the current potential energy levelsof the replicas.
For a more detailed view the user can generate his own graphs using the potential
energy log�les we create on the simulation side and inputting them into his favorite
spreadsheet program.
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Figure 4.7: Single Ribbon representation of the Lipase molecule.

A complete explanation of all buttons and sliders of the Visualization Client can be
found in Appendix B.

4.3.2 Visualization performance discussion

While we have not done any numerical testing of the performance of the visual-
ization system, we will have a short discussion about it. During our tests with
the three different molecular models, we have experienced large variations in the
performance of the Visualization Client. When rendering the stick and ball repre-
sentation the small systems, NovoHelix and Polyanalin, could be rendered at60
frames per second or higher, while the Visualization Client did seem to have prob-
lems coping with the Lipase system, where performance usually hovered around
10 frames per second. The ribbon representation is simpler than the stick and
balls representation, and this shows in the performance of the Visualization Client.
NovoHelix and Polyanalin still rendered quite fast, and Lipase now also could be
viewed at much higher framerates. This increase in performance is especially de-
sirable, since in ribbon mode, the user usually want to view multiple ribbons at the
same time.
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Figure 4.8: Display of �ve Lipase ribbons.
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Figure 4.9: Display of a ball-and-stick NovoHelix molecule with the optional tem-
perature slider and the potential energy graph.
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Chapter 5

Conclusions and Future Work

5.1 Conclusions and Discussion

In this thesis we have presented two systems, the Gromacs Molecular dynamics
package and the MolDRIVE visualization system, and details on how we designed
and implemented changes to these systems so they would be compatible with a
parallel Replica Exchange Molecular Dynamics approach. We have donetests and
measurements to see how well the system performs. We have extended the scala-
bility of the Replica Exchange Molecular Dynamics simulation that was present in
Gromacs, by allowing replicas to internally run in parallel instead of sequentially.
The visualization system MolDRIVE has been extended to be able to receivedata
from multiple replicas, and we have implemented the ribbon representation of the
molecule's backbone to be able to view and compare all replicas at once in anin-
tuitive way. Our main goal originally was to see how such a combined simulation
visualization system would work in a Grid environment. For this purpose we have
done tests on the performance of the system.

We have seen that the performance of such a system is in�uenced by manyfac-
tors. The size of the molecular system naturally plays a big role in the perfomance
characteristics of the whole system. Larger systems are slower (Lipase),but may
scale better than smaller systems (NovoHelix). We have also seen that relaying
more replicas to the visualization client can congest the receiving system, either
due to the additional workload for the SimServer, or the added bandwidth usage.
In our 'Grid' environment, the DAS2, the different computer clusters aretoo near
in a geographical sense to in�uence the performance of the system due tolatency.
Also the homogeneous nature of the DAS2 saves us certain synchronization and
load balancing issues we would have on a heterogeneous system.

An interesting point though during the testphase of our system was the sometimes
unstable nature of the DAS2. Both hardware and support software failed on numer-
ous occasions, giving the simulation testbed a somewhat Grid like behavior, since
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error rates on actual Grid can be high. Both our systems have no real resilience
against such instabilities, a feature that in actual Grid application would probably
be very important.

5.2 Future Work

In this section we will discuss possible future work, how the current system can be
extended or used in further research.

While we started this research with the aim to see how Grid Computing and Visu-
alization can be integrated into one system, we have only made the �rst step. The
simulation and visualization systems are still two separate entities, and have to be
started individually on the local and remote site. A next step, to increase usability,
on the software side could be to create a Grid application that uses the two main
components, the Gromacs simulator and the MolDRIVE visualization system, to
offer the same (or extended) functionality from an arbitrary location. Thesystem
could use the Koala scheduler together with Globus tools to �nd and allocate the
most suitable resources in the Grid environment. Also it would be interesting to see
how the system behaves in a heterogeneous, more geographically dispersed, Grid
system. Our experiments have shown that for the DAS2 it doesn't really matter on
which cluster the simulations are run, they perform equally well or badly whether
they run in Delft or in Amsterdam. We imagine for example that, with the current
parallel particle decompostion scheme Gromacs uses (placing the entire polymer
on one processor), it would be useful to place the polymer on the fastestprocessor
available, while distributing the water atoms across slower processors. Thiswould
help making use of both slow as well as fast processors in the system.

On the visualization side we can imagine we could expand the number of replicas
we can show, or allow for different replicas to connect, disconnect and reconnect
to the visualization system when asked by the user. This would allow the user to
run a far greater number of replicas on the Grid, while only having to receive those
that are of current interest. We can also envisage placing parts of the visualization
process on the Grid. Certain types of molecule representations can be very com-
putationally intensive to render. A part of the Grid, perhaps containing specialized
visualization hardware, could be used to increase the performance of thevisualiza-
tion when local visualization systems are not up to the job. Doing this will however
have an effect on what sort of interactions the user can have with the visualization.
If the visualization hardware is located far away from the user, the addedlatency
may become too high.

For further Grid research, the Gromacs REMD implementation might offer a good
starting point to see how an actual application will perform on Grid systems. The
REMD implementation, combined with certain molecule systems, allows for al-
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most unlimited scaling, as we can easily add more replicas to the simulation. IBM
has recently performed tests of their own REMD implementation on one of their
Blue Gene systems, using up to 256 replicas running on 8192 processors[19]. It
would be interesting to see how the system will perform on the soon to be installed
DAS3 system.
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Chapter 6

Appendix A

Job Description File example for a simulation run of the Lipase enzyme, running3
replicas, each on 3 processors.
+
( &

( directory = "/home1/ameijden/Candida/1CRL/repl3/node s3" )
( jobtype = mpi )
( executable = "/home1/ameijden/CVS_GMX/Gromacs/bin/md run" )
( arguments = "-np" "3" "-deffnm" "md-3-nodes" "-s" "-c" "-o " "-e" "-x" "-v"

"-nr" "3" "-replex" "5000" "-moldrive" "hera.moldrive" "- index" "backbone.ndx" )
( maxWallTime = "15" )
( label = "subjob 0" )
( stdout = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stdout.txt" )
( stderr = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stderr.txt" )
( stagein = "/home1/ameijden/Candida/1CRL/repl3/nodes3 /md-3-nodes0.tpr"

"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es1.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es2.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/hera.mol drive"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/backbone .ndx" )

( count = "3" )
( resourceManagerContact = "fs4" )
( environment=(GLOBUS_DUROC_SUBJOB_INDEX 0)

(LD_LIBRARY_PATH /usr/local/globus/globus-3.2/lib/))
)

( &
( directory = "/home1/ameijden/Candida/1CRL/repl3/node s3" )
( jobtype = mpi )
( executable = "/home1/ameijden/CVS_GMX/Gromacs/bin/md run" )
( arguments = "-np" "3" "-deffnm" "md-3-nodes" "-s" "-c" "-o " "-e" "-x" "-v"

"-nr" "3" "-replex" "5000" "-moldrive" "hera.moldrive" "- index" "backbone.ndx" )
( maxWallTime = "15" )
( label = "subjob 1" )
( stdout = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stdout.txt" )
( stderr = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stderr.txt" )
( stagein = "/home1/ameijden/Candida/1CRL/repl3/nodes3 /md-3-nodes0.tpr"

"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es1.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es2.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/hera.mol drive"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/backbone .ndx" )

( count = "3" )
( resourceManagerContact = "fs4" )
( environment=(GLOBUS_DUROC_SUBJOB_INDEX 1)

(LD_LIBRARY_PATH /usr/local/globus/globus-3.2/lib/))
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)

( &
( directory = "/home1/ameijden/Candida/1CRL/repl3/node s3" )
( jobtype = mpi )
( executable = "/home1/ameijden/CVS_GMX/Gromacs/bin/md run" )
( arguments = "-np" "3" "-deffnm" "md-3-nodes" "-s" "-c" "-o " "-e" "-x" "-v"

"-nr" "3" "-replex" "5000" "-moldrive" "hera.moldrive" "- index" "backbone.ndx" )
( maxWallTime = "15" )
( label = "subjob 2" )
( stdout = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stdout.txt" )
( stderr = "/home1/ameijden/Candida/1CRL/repl3/nodes3/ stderr.txt" )
( stagein = "/home1/ameijden/Candida/1CRL/repl3/nodes3 /md-3-nodes0.tpr"

"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es1.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/md-3-nod es2.tpr"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/hera.mol drive"
"/home1/ameijden/Candida/1CRL/repl3/nodes3/backbone .ndx" )

( count = "3" )
( resourceManagerContact = "fs4" )
( environment=(GLOBUS_DUROC_SUBJOB_INDEX 2)

(LD_LIBRARY_PATH /usr/local/globus/globus-3.2/lib/))
)

Explanation of the different �elds:

( &
( directory = Specifies directory where you run from )
( jobtype = Specifies the jobtype (Single/Multiple/MPI/Co ndor) )
( executable = Specifies the application executable )
( arguments = Specifies application arguments )
( maxWallTime = Specifies maximum runtime of this job )
( label = Label to identify subjobs )
( stdout = Specifies the directory and file to place standard out to)
( stderr = Specifies the directory and file to place standard error to )
( stagein = Specifies which additional files have to be send o ver (i.e. application inputfiles),

can also be done manually (usually faster, unless there are a lot of files))
( count = Specifies the size of the processor pool you wish for this (sub)job)
( resourceManagerContact = Specifies on which cluster you w ant to run this (sub)job on )
( environment= Needs to be specified when using DUROC (when r unning with the drunner))

)

Further examples and explanations can be found at [8]

56



Chapter 7

Appendix B

How to do simulation runs using our Gromacs implementation.

To be able to do simulation runs on DAS2 using our new Gromacs implementation,
you need a DAS2 account with a Globus Certi�cate which you can get from[2].
You then need to authenticate yourself by runninggrid-proxy-init followed
by your chosen password. Next place your Gromacs input �les (see [16] on how
to prepare them) in a suitable directory, and also copy the job and JDF preparation
scripts and the MolDRIVE �les there. You will need the following �les in the
directory:

� prep run, the main script.

� prep jdf, the JDF preparation script.

� prepsim, the simulation preparation script.

� MOLDRIVESERVER.moldrive, the MolDRIVE �le indicating to which MOLDRIVESERVER
to connect, use disable.moldrive if you wish to run without MolDRIVE.

� cdist.tpr, Gromacs binary �le, containing molecule and system information.

� topol.top, Gromacs topology �le.

� index.ndx, Gromacs index �le.

� md*.mdp, Gromacs simulation parameter �les, you need to number them
from 0 to how many replicas you want to run.

In the md*.mdp �les you need to ensure the reft (temperature) �elds are set cor-
rectly. Each �le should have a different temperature. More explanation of the
various parameter �elds can be found at [16].

Now it is time to run the preprun script. It has the following parameters:
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prep_run -np N -nr M -replex K

-np N speci�es how many nodes each replica should run on,-nr M speci�es the
total number of replicas, and-replex K speci�es on which intervals the simu-
lation should attempt a replica exchange.

The script will create a directory path/replM/nodesN/ in the current directory,
create the preprocessed Gromacs input�les and the JDF �le, and copy them, the
moldrive �les and the index �le to/replM/nodesN/ . Go to this directory and, if
we are done setting up the MolDRIVE side of things, we can now run the Gromacs
simulation using:

drunner (-e -o -g) -f mdrun_MOLDRIVESERVER.jdf

The only mandatory option is-f mdrun_MOLDRIVESERVER.jdf . Optionally
are,-e -o which will ensure the drunner will relay all standard out and error to
our console (or �les if speci�ed in the JDF). And-g is needed when the executable
is not present at the run location, the drunner will then stage the applicationexe-
cutable to the correct location. As with the other input�les that can be staged using
the JDF �les, this can also be done manually.

Koala will now allocate and start your Gromacs job. You can terminate a run with
ctrˆc , though this will notalwaysensure all jobs are terminated. It is therefore
wise to keep check on all jobs, to see if they have terminated correctly.

How to do visualization runs using MolDRIVE.

To be able to visualize the simulation you are running on DAS2, you need the
REMD enabled version of all the MolDRIVE components, as well as the XML �le
describing the system you are simulation. To start a MolDRIVE session you have
to �rst run databroker MOLECULE.xml . Then you can start the SimServer
usingsimserver . When both have initialized, you can start the simulation us-
ing the commandline mentioned above. After Koala has allocated our job and it is
running, Gromacs will initialize the connection and start sending simulation data.
You will be able to see the SimServer starting to receive data. At this time you can
start the Visualization Client (i.e.dvr.visual, rwb.visual ).

The client will start and show you:

We will now give a short description of each widget:

� Particle Legend, here we see all elements and their color representation of
the molecule

� Time-step panel, here we can start and stop the visualization, and also record
it to �le.
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Figure 7.1: Example display of the MolDRIVE Visualization Client

� Temperature panel, here the user can change the temperature at which the
simulation is running. The temperature belongs to the replica you are cur-
rently watching.

� Sim Information, here we can see all the simulation meta information, such
as name, number of particles and replicas.

� 0 .. X buttons, these buttons are used to switch between replicas when in ball
& stick mode or enable or disable ribbons when in ribbon mode.

� Energy Graph, in this simple graph we see the potential energy levels of each
simulation. The color coding is the same as the ribbon color coding.

� System box, here the molecule is displayed.

� Spring Force, with the spring force enabled the user can exert forceson par-
ticles when in ball & stick mode.

� Ray, this enable or disables the raycaster from the stylus.

� ROI, Region of Interest, when pushed the user can specify a box region in
which the visualization will be shown. Everything outside will be disabled.

� Zoom, to zoom in onto the scene.
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� Reset, reset you viewpoint.

� MiniSystem, here you can see a mini representation of the molecule.

� Atomic Scale, changes the size of the atom's balls & sticks.

� Simulation Synchronization Step Size, here you specify how often the sim-
ulation has to send data to the visualization.

� Ribbons, switch between ball & sticks and ribbons representations.

� Water, enable or disable water molecules to be send over and visualized.

� Potential Energy Graph, enable or disable the graph.

� Forces, enable or disable showing forces.

� Velocities, enable or disable showing velocities.

� Positions, enable or disable showing positions.

� Exit, exit.
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